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1 Introduction

Due to increasing transistor density and the high complexity of core design,
processor design has reached a point where multi-core architectures are nearly
mandatory to push performance. Large single core designs entail problems
such as clock skew and power leakage, while smaller fine tuned cores can
run at a higher clock rates. Energy efficiency provides a strong drive for
heterogeneous designs. A single all-purpose core running a computationally
intensive application will have many components sitting idle and thus not
provide good power to performance metrics. Similarly, any application that
does not stress all aspects of the general purpose processor will not achieve
good utilization of the available resources and thus waste power.

In either homogeneous or heterogeneous core designs a common problem
still remains: the CPU to memory gap. While our processors are capable of
executing many instructions from many threads simultaneously, our memory
systems are having a difficult time keeping up instruction and data fetch.
With multi-core architectures dominating the market, further strain is placed
on the memory system due to communicating threads and shared data.

This paper is organized as follows. Section 2 will review some existing
core designs. Section 3 will review recent work in both homogeneous and
heterogeneous multi-core design. Section 4 will address some of the relevant
work done in memory design pertaining to multi-core architectures. Section
5 will cover the merger between memory and processing in chip layout design
called Processing In Memory. Section 6 will cover a few of the difficulties
in simulating any proposed multi-core or multi-threaded design. Finally,
Section 8 will summarize the current trends in design and propose an area
of study.
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2 Core Design

2.1 Simultaneous Multi-Threaded (SMT) Processor

MASA[10] is a Lisp based architecture designed to interleave execution of sep-
arate instruction streams. Using task frames, MASA provides a fast means of
communication between threads/processes. These task frames, once loaded,
can essentially context switch with no penalty since each task frame is allo-
cated separate registers and resources. Thus, any non suspended task may
fetch the next instruction at any given clock cycle, and communication be-
tween threads can be as easy as writing to a register.

The above relies on each thread being somewhat equivalent to other
threads, since unused registers from one thread can’t be used in another.
In that sense, MASA is an outdated version of an SMT core where schedul-
ing can only lead to conflicts in the execution and write-back phases of the
pipeline. More modern SMT machines share all aspects of the wide pipeline
and thus need more selection logic for scheduling instruction fetch. PaCo[12]
allows for instruction fetch scheduling according to path confidence predic-
tion. In other words, PaCo can detect when the current execution path of
a thread is likely to be wrong, and begin fetching exclusively from another
thread so that instructions being fetch are more likely to commit. To avoid
the expensive multiplication needed for this calculation (the multiple of the
probabilities that each branch in execution is correct), PaCo simply uses the
sum of the log of the each probability. To avoid a floating point calculation
and a negative value caused by the probability of a correct branch being
between 0 and 1, PaCo uses a scale from 0 to 1024 and simply rounds off the
decimal. Finally, it was shown that PaCo provides a 5.4% improvement in
execution speed compared to the best counter-based predictor.

Not all SMT machines are capable of fetching from different threads on
the same cycle, a Chinese start-up company chose to fetch from one thread
per cycle for their Godson-2 processor[18]. The Godson-2 SMT processor still
maintains two threads in simultaneous execution but entails a simpler selec-
tion logic to fetch from a single thread. For further simplicity, the Godson-2
processor also maintains separate logic and controller registers while allow-
ing different levels of sharing for remaining resources. These levels of sharing
are pre-defined and include things such as “one thread cannot occupy more
than 3/4 of the resources.” Policies such as that allow for simple fairness
algorithms to be implemented with little overhead and nearly the same per-
formance.

A more in-depth study was done in [21] for SMT processors with up to 8
active threads per core. Several configurations were used for the study, the

2



first is a simple SMT core allowing a fetch from one thread each cycle. The
second is a full simultaneous issue, allowing all 8 threads to compete for the
provided resources. The third is a shared single, dual, or quad issue where any
given thread is allowed to issue at most N instruction, i.e. in a dual issue SMT
core each thread can issue at most 2 instructions thus requiring a minimum of
4 threads to fill the resources. The final configuration is a limited connection
SMT where the functional units are mapped to a subset of the threads; i.e.
if 4 integer units are to be used by 8 threads, then each integer unit will
be shared between 2 threads. It was then found that SMT designs allowing
a fetch from multiple threads outperformed the fine-grain SMT design by a
factor of 2. Next, it was found that a shared cache organization suffers when
many threads are competing for a given cache space. To remedy the situation,
a combination share/private cache was implemented. The shared/private
cache provide evenly distributed results for 1-8 threads, while the shared
only cache provided better results for few threads.

In some cases, code can be written to ease the detection and use of paral-
lelization. A study utilizing APL [6] showed how a single instruction used to
replace a loop construct can be automatically broken up into parallel helper
threads while the main thread stalls and waits for the instruction to com-
plete. The idea is to dynamically mimic the fork/join model and make use of
the SMT processor for a single threaded application by simply labeling the
loops statically then allowing the processor to make the best run time deci-
sion. Another research was done attempting to automatically break a single
program into multiple threads in [16]. Instead of using a different language,
[16] simply monitors the instructions fetched and breaks the executable into
potential threads according to loop boundaries and function calls. These
threads are then fetched speculatively using a data value predictor for the
input values. Using a trace buffer per thread executed, all the speculative
work is maintained until the inputs can be verified. Threads executing with
incorrect inputs are then discarded, while others are allowed to commit in
program order. The fetch order and execution of this processor is then out-
of-order, leaving an in-order commit to guarantee correctness. By fetching
out-of-order instead of simply fetching wider blocks, this processor is able
to bypass the problem of fetching down a very unlikely execution path due
to a large number of branches in flight. Instead, only the execution of one
thread is squashed while other useful instructions are fetched. Out-of-order
fetching also provides a means for fetching and executing instructions while
other in-flight instructions are waiting on long latency arithmetic or memory
operations.

Attempting to hide memory latency is not exclusive to [16], another con-
cept, PEEP[19], hides memory latency through clever scheduling of differ-
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ent threads on an SMT machine. PEEP stands for Proactive Exclusion
and Early Parole. Proactive exclusion attempts to remove threads from an
SMT processor’s fetch unit’s work list when threads are likely to experience
long-latency stalls. Early Parole attempts to restart fetching of previously
excluded threads in an anticipatory fashion, such that the instructions ar-
rive at the out-of-order execution core right as the previous stall resolves.
All this was made possible by the high predictability of load-store memory
dependencies as well s the predictability of their resolutions delay.

Another attempt at hiding memory latency is covered in Section 2.4 and
involves “run-ahead” execution of instructions after a long latency operation.
The end result is that other long latency memory operations will execute
speculatively and thus fetch the needed memory address to the local cache
and overlap the penalty for doing so with the initial instruction. In [20], the
same experiment was repeated for an SMT machine, showing that the same
benefits are achievable for multi-threaded processors. Although, running
multiple threads in this “run-ahead” mode on the same core does risk cache
thrashing if two competing threads are scheduled.

2.2 Coarse-Grained Reconfigurable Architecture (CGRA)

The CGRA design allows for multiple instructions to be pipelined together
with faster data paths and flexibility. Currently, the design choice of which
instructions are to be executed on which functional unit is left to the com-
piler. As such, several methods for mapping have been developed. The first,
[29], attempts to map loop bodies onto the CGRA. By simplifying the prob-
lem domain into a 1 dimensional decision algorithm, they are able to find
an optimal solution for each column of Processing Elements (PEs). Each
column is assigned a set of operations which are then assigned an order ac-
cording to the need for proximity with other operations in other columns.
The column assignment will ideally minimize the number of used buses and
global interconnects between the columns.

Later, a full 2D approach was taken by [30]. The Split-Push Kernel Map-
ping (SPKM) is a graph mapping approach to map a set of instructions to
the correct PEs in a CGRA. Initially, every operation begins in vertex (1,1)
of the graphical representation of the CGRA. At each iteration, the set of
operations is cut into two and a portion is shifted over to another empty
node. Some nodes are then used as gateways to other nodes since not every
node can be connected to every other node. An alternative approach for 2D
mapping is proposed in [28]. To aid in the assignment, the authors chose
to use values assigned to each combination of instruction-to-PE determined
by the interconnection cost, the relativity of instructions (2 instructions sup-
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plying input to another provide high relativity for the triple), the delay cost
associated with the mapping, and finally the PE utilization cost calculated
by the number of cycles required to finish execution on the PE. The problem
of mapping then becomes a cost minimization problem.

As an alternative to RISC architecture, CISC designs provide a platform
for small source code through complex instruction. In later development, it
was found that more parallelism can be found in CISC instructions are broken
up into micro-ops and then executed in a wide issue out-of-order pipeline.
[41] propose a come back with a SuperCISC architecture coupled with a
VLIW processor. In their design, a static tracing of a Directed Finite Graph
(DFG) that represents the computations of the loop bodies is translated into
hardware. The resulting circuit is considered a SuperCISC function that is
then connected to the shared register file and to an instruction decoder. This
SuperCISC instruction is then viewed as a single multi-cycle software func-
tion. This approach allows combinations of functional units to be statically
designed together to provide better performance for a cluster of dependent
instructions in a similar fashion to CGRAs but utilizing a different encoding.

All the above approaches entail developing CGRA designs with standard
RISC/CISC ISAs. An alternative overhaul is proposed in [42], in which an
Explicit Data Graph Execution (EDGE) ISA is proposed. In this EDGE
ISA, each instruction is assigned to a specific ALU, just as it would be in a
CGRA. The key difference is in the encoding of the instruction. In the EDGE
architecture, each instruction simply lists where its output needs to be routed
to. The code is split into “super-blocks” of 128 instructions fetched over 8
cycles. Each block unrolls loops and predicates branches thus making a single
branch prediction at most every 8 cycles. These block are then executed as
atomic units either committing all or none of the 128 instructions. The ALUs
used for execution are broken down into a 4x4 grid with each node buffering
as many as 8 instructions for each of 8 blocks. Having a buffer storing as many
as 8 blocks allows this processor to perform like an SMT core by allowing 1
of 4 threads to occupy 2 of the block buffers in each execution node.

2.3 Application Specific Instruction-set Processor (ASIP)

The key aspect of ASIPs is the implementation in hardware of complex con-
structs and instructions to boost performance for commonly executed obscure
instructions. AutoTIE[24] focuses on the use of instructions in the form of
VLIW, vector operations, fused operations, and vector register files. Using
these higher level concepts allows the AutoTIE to generate more aggressive
code, while being more conservative than the alternative general purpose pro-
cessor. This provides a faster executing alternative at the cost of additional
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gates.
The very definition of embedded application is stretched to its limits and

we begin to see more features and functionality in such applications. In most
cases, these features out-perform features available on desktops 15 years ago.
As such, a scalable methodology is needed to generate power efficient ASIPs.
In [22] a recursive process was developed for generating ASIPs. Each function
is treated separately and is analyzed to generate a custom instruction set.
When this process is over, functions and instruction sets are then merged,
trying to combine similar custom instructions to conserve code size. Finally,
the root function is viewed and the final set of custom instructions is pre-
sented, along with the additional area estimations.

The above approach does have limitations that are generated when combi-
nations of unlike functions are merged thus missing the global use of different
instructions. A more accurate approach is presented in [25], where the entire
code is analyzed statically at compile time. This process makes it possible to
extract the necessary operations and combination of operations to selectively
generate an instruction set. Due to limited op-code size, only common com-
plex operations can be mapped to hardware, while others will be emulated
in software.

Modularization is another method commonly applied to designs to speed
modification and customization. By assuming that the super-scalar proces-
sor can be broken up into components, then modifying the specs of these
components, [23] is able to create an application specific processor from pre-
existing components. First, each variable component must be listed and
ranges for modification defined. In [23], the following parameters are pre-
sented to the builder: L2 cache size, L1 cache size, branch predictor size,
issue width, number of functional units, size of issue buffer, size of load/store
buffers, and the size of the reorder buffer. Each component is then allocated
space and energy to account for the total consumption of the processor. A
final assumption is made, each variable in the processor provides independent
performance. Having those parameters and assumption, the design choices
of the super-scalar processor are nearly trivial, reducing the time to market.

To avoid having a single pipeline, [26] provides different pipelines running
in parallel. The first step is to create each pipeline. Initially, 2 pipelines exist.
One pipeline is designed for instruction fetch, while the other takes care of
data migration. The compiler then begins assigning functional units to each
of the pipelines as instructions are read, finally ending with the execution of
ASIPMeister to create a VHD simulation model for the resulting processor.
Once the design is evaluated, another is made utilizing 3 pipelines, etc. The
scheduling of instructions at run-time is simple: given a set of instructions
and a set of pipelines, the compiler first looks at which pipelines have the
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functional units needed to execute the instruction. Instructions are then
assigned to the earliest time slot available in those pipelines. Essentially,
this model provides statically scheduled parallel execution normally done by
the ROB of an out-of-order machine.

A somewhat intuitive approach for ASIPs would be to integrate a stan-
dard CPU with an FPGA that can be reconfigured to execute custom in-
structions. In [27], a compiler is designed to look at loops and basic blocks
and determine which instructions if any should be configured into the FPGA,
while taking into account the latency of re-configuring the FPGA.

Following Moore’s law, the availability of transistors allows for more com-
plex processor designs. Unfortunately, restrictions on code size, power con-
sumption, and execution time may not allow us to implement an out-of-order
super-scalar processor or an over simplified in-order core. FITS[7] offers a
flexible core design to accommodate many ASIPs on a standard chip. For the
same size as an FPGA, each core is augmented with a wide variety of func-
tional units and a programmable decoder. In this method, the programmer
can select which op codes will be linked to which functional units and thus
be able to control both code size and execution of the ASIP with a single,
standard, mass produced embedded processor. Since these functional units
are hardwired in the chip, they execute in orders of magnitude faster than
their FPGA equivalents.

2.4 Other Core Designs

The REFLIX[1] processor is a unique design for embedded applications that
are limited by asynchronous event handling. This processor treats events
as interrupts but does not save the state of the processor in handling said
interrupt. To provide such capability, an ABORT instruction must be used
to initialize a “break” condition for a code segment. The interrupt will be
triggered whenever the ABORT statement is true and the code will then
jump to the link provided in the ABORT statement. Due to such specialized
instructions, the REFLIX processor is able to save on both code size and
performance overhead when compared to more generic embedded processors
such as ARM.

Another processor concerned with quick context switching is the APRIL
processor[2]. At times when some threads encounter a long latency operation,
such as long memory operations or busy waiting synchronizing operation, the
APRIL processor is able to context switch with a low (10 cycle) penalty. At
the time this research was conducted, 1990, executing alternating threads
every cycle would degrade single thread performance due to a lack in regis-
ters and functional units. Today, with abundant transistors on chip, SMT
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processors are able to execute multiple threads with little to no single thread
performance loss.

Since some applications’ performance is dominated by it control flow it
is also important to focus on misprediction penalty reduction. By overlap-
ping the execution of a low confidence branch and its post-dominator block,
like in [3], we are able to squash only instructions that we know were not
suppose to be executed. This approach does require some static analysis.
First, the source code must be profiled and low confidence branches must be
identified. Next, data dependencies must be identified thus leading us to the
post-dominator block (the block of code that will eventually execute, no mat-
ter the branch outcome, and has no data dependencies with either branch
outcome. Finally, during execution, when a low confidence branch is exe-
cuted, a second thread starting at the post dominator block is initialized and
begins executing. If the branch was mispredicted, only the original thread
needs to be squashed and the correct path fetched in the second thread,
while the finished instructions in that thread simply wait in the ROB for
an in-order commit. If the branch was predicted correctly, nothing needs
to be done except labeling the used registers from the initial thread to be
associated with the second thread, and the initial thread terminated.

Another limiting factor on many applications is the execution of memory
intensive instructions. While some designs for pre-fetching have been imple-
mented, there is a degree of wasted work and a risk of evicting useful data.
In the work done by Mutlu et al[13], the current CPU state is check pointed
and execution of instructions is allowed to proceed as if the long latency
memory operation returned. After the memory operation returns the entire
pipeline is flushed, the registers are restored to their check-pointed values,
and execution resumes from the memory operation that initiated the “run-
ahead” execution. During “run-ahead” execution, the destination register or
memory location of the instruction leading to the “run-ahead” execution is
flagged invalid. Then, all other instructions and destination registers using
that value are also flagged invalid. Memory operations that use invalid ad-
dresses are not allowed to execute under “run-ahead” mode, thus avoiding
poor pre-fetching. While at first glance this does not seem like a useful al-
location of resources, it does allow memory intensive applications to execute
many memory operations in “run-ahead” mode, thus performing accurate
pre-fetching for useful data and avoiding later long memory operations by
overlapping their penalties.
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3 Multi-core Design

3.1 Homogeneous Multi-core

While homogeneous core design allows for easy scheduling selection, it does
provide great challenges in managing resources since any thread can theoret-
ically run on any core, leading to a great deal of permutations when multiple
threads are present. The Cedar[5] system is designed to be a large scale
homogeneous multi-core. The current design includes 2GB of global shared
memory between 4 core clusters, and 2GB of shared memory within each
cluster. To make use of the 4 clusters of 8 cores each, the Cedar system
provides the programmer with access to several architectural features such
as scheduling and memory control; a trend that’s becoming more dominant
in multi-core design and seen in the Cell processor.

Scheduling can also cause other problems such as bus contention described
in [17]. Normal P-fairness scheduling algorithm allows for weighted schedul-
ing at time intervals called quantums. The problem occurs when two or more
processes are scheduled to run at the same quantum and have a cache miss,
requiring large data transfers on the bus. These requests will greatly hinder
the execution of the scheduled tasks. Instead, it is proposed that quantums
for different processors be staggered so that if cold caches are encountered
it would only cause one memory request to be placed on the bus at a time.
While this does not avoid all contentions (such as ones due to long distance
jumps and data misses), it does reduce contentions at a time where one is
more probable: initial loading.

When designing a multi-core processor we find a need to tune the num-
ber and complexity of the cores to the expected run time demands of the
application domain. In other words, if we expect to run many lightweight
threads a large number of simple cores may be more appropriate than a few
complex cores. In [8], the fusion of in-order cores is reviewed as an alterna-
tive to either powerful homogeneous multi-core and heterogeneous multi-core
designs. While this approach worked, it was found that the overhead of com-
bining in-order cores to emulate out-of-order cores was too high; especially
when Moore’s law provides us with more and more transistors and the ability
to physically implement a wider variety of cores. Similarly, the MIT RAW
processor[54] was designed with a grid of simple in-order cores that are stat-
ically scheduled via a new ISA to pass data and fetch instructions between
them. This concept is very similar to the CGRA designed discussed in 2.2,
but encompasses a larger scale beyond that of the functional units within
the processor. Innovation in the RAW design include the addition of the
dynamic router in each core, allowing unplanned events such as long latency
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operations or interrupts to be re-mapped if needed; and the ability to rout
instructions as well as data across a multi-core grid.

An alternate approach to the above is described in [38]. Using Explicit
Data Graph Execution (EDGE), TFlex is able to execute instructions in mul-
tiple aggregated cores by reducing the frequency of control decisions thanks
to block-based program execution and explicit intra-block data flow seman-
tics. This block-atomic model allows the control protocols for instruction
fetch, completion, and commit to operate on large blocks, 128 instructions in
the TRIPS ISA, instead of individual instructions. To sustain these blocks,
only one branch prediction is made per block. Next, each instruction encodes
which dependent instructions should receive its result, thus eliminating the
need for a broadcast bus.

To eliminate the overhead of combining many small cores, [39] attempts
to combine pairs of simple pipelined cores into an out-of-order core. The
key difference is the scale in which this is done. Only two cores are used
to create each out-of-order core, thus allowing minimal hardware overhead
(8%), nearly all the performance (89%), and consuming 30% less power than
a dedicated 2-way out-of-order core. When federated, the two caches act as
a single cache with double the associativity and random replacement. An
extra decode cycle is added to copy the second instruction into the second
pipeline’s decode stage. The simplified 2-way construction also allows for
simpler check pointing of the rename table, and allows for a simpler model
than the traditional CAM-based issue queue (IQ). To avoid memory ordering
across two cores, all read/write operations are scheduled to core zero.

An alternative to the above approaches is taken by the IBM Power5
processor[9]. Instead of allowing for many lightweight threads to be executed
on simple cores, the IBM Power5 seeks to use the SMT core to execute
these parallel lightweight threads with little to no penalty, while also allowing
complex and resource demanding threads to utilize the out-of-order super-
scalar design. Each core in the Power5 shares 120 general purpose registers as
well as 120 floating point registers between 2 threads. Executing 4 threads on
2 cores does introduce a new issue of scheduling. To justify the equivalence of
the SMT design we must avoid scheduling 2 threads that will then compete
for resources and thus degrade each other’s performance.

3.2 Heterogeneous Multi-core

The Cell processor[11] is the first powerful heterogeneous multi-core proces-
sor. A single general processing core is used to control the operation of 8
synergistic processing elements (SPEs) as well as execute more control flow
oriented code. While the SPEs are designed with limited control flow specu-
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lation as well as shorter pipelines, the general processing core is designed as
a dual threaded super-scalar out-of-order processor. These 9 cores are con-
nected through a high bandwidth element interconnect bus (EIB) transferring
up to 96 bytes per cycle. To avoid un-necessary traffic on the EIB, memory
traffic control is left for the programmer to control thus allowing more appli-
cation specific behavior as well as a simpler hardware design. Main memory
is composed of two Rambus XDR banks and is accessed through the memory
interface controller (MIC). The MIC is run asynchronously to the processor
and IO interfaces, thus requiring speed-matching SRAM buffers, logic, and
dual clock domains (one running at half the CPU clock and the other at half
the XDR clock rate).

The power of the Cell processor is derived from its ability to utilized
the 8 SPEs. Each SPE (described in [14]) is implemented with 128 general
purpose registers to allow for large loop unrolling. All memory operations
are done in a local store (LS) which is a private memory for each SPE with
fixed read/write latency and communicates through a direct memory access
(DMA) unit. The SPE is designed to allow software division into coarse
grained threads, which can then overlap data transfers and core computa-
tions. No branch prediction hardware is found on the SPE; instead, software
needs to be programmed such that the common case is also the fall through
of the branch. In cases a taken branch cannot be avoided, a single branch
target can be stored and allow a branch to be predicted taken in a single cycle
(useful for backwards always taken loops). It appears that the focus of the
heterogeneous design of the Cell processor and the SPE is to minimize the
effects of massive data transfers by overlapping execution with data fetching.
Fixed latency allows for simpler and less power hungry hardware, but offsets
scheduling to the programmer.

One of the limiting factors of process execution of the Cell processor
is the lack of floating point logic in the SPEs. Research done by Samuel
Williams et al in [15] describes a few changes, the Cell+, that can be made
to the Cell processor to optimize it for scientific applications. Current SPE
design has a simple 7 stage pipeline, requiring a 6 cycle stall for each double
precision calculation. By adding data forwarding paths in the Cell+ and
hiding the penalty of the long latency double precision calculation, it was
made possible to execute a double precision calculation on every other cycle
with no significant additional energy demands.

Combining a few trends, [31] combines the concept of SPEs in the Cell
processor (implemented as accelerators) along with a general purpose pro-
cessor (GPP). This heterogeneous multi-core processor includes Flexible En-
gine/Generic ALU (FE-GA) arrays in each accelerator (ACC) processors.
These FE-GAs are similar to CGRAs, but allows for dynamic configura-
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tions. Each program was then broken up into loops, subroutine calls, and
fused basic blocks, thus allowing multi-grain parallel processing (since loops
and subroutines may include fused basic blocks). The compiler then arranges
these blocks into parallel execution; and for each, determines which core will
provide the best execution. In cases where one core may be idle due to un-
even loads, that core may be powered down via the compiler, or throttled
down to lengthen the execution of the shorter block. Speedup of this proces-
sor was compared to an in-order processor to provide 24.5x performance gain
and 28.4% reduction in energy consumption. A second, more useful analysis,
was compared to a homogeneous multi-core processor where 8 homogeneous
cores performed slightly better than 2 of the same cores along with a single
ACC core.

The use of accelerator processors was further explored in [33]. In this
work, several processors were implemented on an FPGA along with a few
accelerator cores. Each accelerator core was networked to a processor and
each processor was connected to other processors via a cone shaped network.
1-8 homogeneous cores were then compared to 2 other configurations. The
first is a single processor and a single accelerator, while the second configura-
tion involved two processors and two accelerators. The final results show that
using few processors and accelerators out-performs even the 8 core processor.

Most accelerator cores are either general cores with slight specializations
or very specifically designed; in either case, the accelerator will normally
have its own specialized ISA to aid in design and good performance. A
good example of specially designed accelerator cores are loop accelerators.
Loop accelerators are light weight processors designed to execute inner loops
(in this case) very efficiently. They are often equipped with FIFO registers
and multiple stream address generators. In [40], loop accelerators (LAs) were
studied carefully. Generally, when a specialized accelerator is designed, static
code must be embedded in the software to send the appropriate code to the
accelerator. This static approach makes the software non-transferable to new
architectures and thus impedes architecture developments. By dynamically
detecting loops that would fit provided LAs, it became possible to include
a small accelerator designed specifically for loops. The goal was to then
generalize an Application Specific Integrated Circuit (ASIC) design to the
point where it begins to look like a general purpose processor. Inner loops can
then be detected dynamically and sent to the LA. If an LA is not available,
the same code may still execute on the same processor since the ISA is not
altered.

When more than two types of cores are used, we find that it is often
easier to classify them by the type of core. This was done in [34] with 16
cores divided up between 4 classes. The key was then to find a good schedul-
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Name Description
NAM No Affinity-Migration Allowed

Attempts to schedule the thread within its class if possible according to a
list of increasing core number, and then looks for an available core in the
next higher class, following a sequential order of increasing core numbers.

NAMWC No Affinity- Migration allowed Within Class
A variation of NAM, except that the scheduler attempts to schedule the
thread within its class following a sequential order of increasing core
numbers, but does not seek to schedule the thread in another class.

AMNN Affinity- Migration allowed according to Nearest Neighbor
The scheduler will attempt to re-schedule the thread to the same proces-
sor it ran on previously. If it cannot, then it will attempt to schedule it
on the nearest physical neighbor.

AML Affinity-Migration allowed within List in increasing core num-
ber order.
Same as NAM except that the scheduler attempts first to schedule the
thread to the same previous CPU core if available.

AMWC Affinity- Migration allowed Within Class.
Same as NAMWC except that the scheduler attempts first to schedule
the thread to the same previous CPU core if available.

ANM Affinity- No Migration.
A non-migratory scheduling algorithm that only attempts to reschedule
an unfinished thread to the same previous CPU core if available.

Table 1: Scheduling algorithms used in [34].

ing algorithm that would also map the right process to the best performing
core (Table 1). It appears that while AML, AMWC, and ANM all pro-
vided less penalty cycles than AMNN; no protocol was able to out-perform
AMNN on total cycle count. The list of cores was arranged in increasing
complexity/performance. Thus, migrating “up” the list mean moving to a
more aggressive core.

While core assignment has been used to push performance in most re-
search, [37] demonstrates how a 4 core heterogeneous processor can be used
to save power. 4 Alpha cores were selected for this research: the EV4, 5, 6,
and 8. The EV8 core was modified to only run a single thread at a time, and
the additional EV4, EV5, and EV6 cores only increase the net chip area by
no more than 15%. Only a single thread of execution is allowed to run in this
processor at a time, allowing 3 of the cores to be powered down. With such
assumptions it was found that overall energy consumption can be reduced for
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the EV8- (single threaded EV8) by 38.5% with 3.4% loss in performance for
the energy based mapping oracle. A second oracle is implemented taking into
account the latency and minimizing the energy ∗ delay metric. The second
oracle provides 72.6% energy savings with a performance loss of 22.0%.

Next, the same research group attempted to combine the EV5 and EV6
processors into a heterogeneous processor designed to throttle performance[36].
The first attempt was to compare a 4 core Alpha EV6 processor with a 3
EV6 / 5 EV5 processor. Using static scheduling, it was demonstrated that
the 4 core EV6 design is limited up to 4 threads, past which no performance
is gained. Compared to that value, 20 EV5 CMP begins performing better
once 10 threads are present and has a steady linear growth up to 20 threads.
Alternatively, the heterogeneous design performs equally to the 4 EV6 design
up to 3 threads, is outperformed slightly for 4 threads, then performs better
at 5 threads. Only at the 14 thread mark is the 20 EV5 design outperforming
the heterogeneous design. Next, several configurations of the heterogeneous
design were run with varying scheduling methods. It was found that while
some scheduling methods did provide better results, there was no large vari-
ance. Only when the EV6 core was extended to run multiple threads did
the scheduling policy matter and provided a wider range of performances.
It is finally shown that for very large number of threads it is simply best to
posses the greatest number of cores, even if they are all the same. For other
loads, where the number of executed threads is less than or equal to the total
number of designed threads, performance is improved by the heterogeneous
core design.

3.3 Multi-core Communication

Any kind of parallelism will, at one point or another, require communication
between processing elements; specifically in this case, execution cores. A
modern bus requires the line to be powered on or off through the entire
length to signify a 1 or 0. This design requires a lot of power and limits the
clock rate of the bus, as well as not scaling well. Using the same concept
used in radio frequency, i.e. modulating amplitude and phases of the electro
magnetic wave, it is possible to propagate more data through the wire while
consuming less energy per Gb of data[4]. The topology of the chip is then
designed similarly to city streets and a highway system allowing local traffic
to propagate through standard interconnects and a long transmission to be
sent via the faster RF interconnect, reducing the packet latency by an average
of 22%.

With additional transistors on chip it is not only possible to increase the
number of cores and core inter-connects, but the size and type of memory
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available on chip. In [32], a research based on the Cell processor, the LEON3
processor is used as a scheduling processor for many low frequency (1GHz)
PEs. This topology uses an embedded DRAM (eDRAM) along with GDD4
external memory enabling a much greater bandwidth for data and instruction
fetch to nearly keep up with execution and thus narrow the gap between
memory latency and processor execution rates.

4 Memory

Development in multi-core architecture has further widened the gap between
computational power and memory speed. In order to narrow that gap re-
search has been focused on making the local cache system both faster and
more power efficient. An example of such research focusing on power con-
sumption is that of region caching [43][44][45]. Region caching works much
like a separate data and instruction cache work, it separates different kinds
of memory access to different caches. In [43], the data cache was broken
down into 3 components: Stack, Global, and L1. This break down allowed
for cheaper per access cost due to smaller structures as well as fewer conflicts
caused by access patterns of different data structures. Later, in [44], the
same structure was augmented with a drowsy cache circuit. Since now each
cache only handled one type of access, thus making each access more regular,
a more aggressive drowsy protocol was implemented leading to better energy
savings. Further splitting of the L1 data cache took place in [45] where the
Heap was broken down into a standard Heap and a smaller 256 entry heap.
Doing so allowed for further energy reductions, and a synergistic effect when
combined with drowsy caching.

Reducing the number of line fetching can help reduce fetch power. In
[58], it was demonstrated that a different cache way is optimal for different
benchmarks. From there, it was demonstrated that if the cache way could
vary from 1-16 dynamically, then power consumption of memory systems
could be reduced by up to 76% compared to conventional techniques. This
method uses an algorithm at compile time to generate object code suitable
for the non-uniform cache memory. This code minimizes the number of cache
conflicts in a loop by modifying the cache ways so that frequently used cache
lines no longer conflict in the cache set. Further, the compiler attempts to
place the instructions in the address space such that it will minimize the
number of cache accesses and cache misses by aligning sequential instruction
flow with a cache line and branches with the last instruction in the line.
This, of course, is processor specific and would need to be re-targeted if a
new cache size was implemented in a future processor design. If a basic
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block is detected to cross a cache line boundary and can be avoided, the
instructions are shifted so that redundant tag lookups can be avoided.

Since a single unified cache in the L2 or even L3 today may be too large
to be power or performance efficient, some processors have taken a similar
approach to region caching and broke up the large structure into many cache
slices. An interesting point of research is the dynamic mapping of data to
cache slices at the memory page level[57]. Each slice can be shared by up to
n processors, or completely disabled. To achieve this, the OS must perform
the mapping at the memory page granularity when it allocates a physical
page to a virtual page. When allocating, the OS is aware of the available
cache slices’ proximity to the requesting core and is able to allocate, in a
greedy fashion, the closest slice. In a shared data scenario, the cache slice
may be moved by the OS to one that would provide the best average latency.
A similar approach is taken by [63] where each cache line is augmented with
multiple rails. These rails are each mapped to a single thread in execution
(ex: if 2 rails exist in a 2 thread SMT, then rail 0 will always map to thread
0 and rail 1 will map to thread 1). In a trace-drive simulation on a 32KB
L1 data cache, it was demonstrated that a 36.6% maximum performance
improvement and up to 15.1% total energy reduction, with 20.3% dynamic
energy reduction and 9.9% leakage energy reduction. This approach works
well when the 2 threads thrash the cache or require the same cache space.

Since the L3 cache in modern processors is geared towards fitting as much
data as possible on chip, [60] proposes two schemes. The first is a banked com-
pression, which stores individually compressed lines in the upper and lower
portion of a data sector. The second is a pairwise compression, which stores
two cache lines compressed together as a single compressed line within a
data sector. In addition to compression schemes, companion-line pre-fetching
(CLP) is used in conjunction to provide additional performance improve-
ments. The compression used is a 2:1 or no compression resulting in an effec-
tively larger L3 cache with a slight overhead of compressing/decompressing
on writes and reads. This work reported a mean IPC improvement of 19%
for cache-sensitive workloads and negligible overall IPC degradation for other
workloads.

A final alternative is to replace the entire memory hierarchy with parallel
L1 cache banks[61]. Each bank is single ported and can handle a memory
operation in a single cycle. Each of the D-cache banks is linked with a large
multi-cycle interconnect and is augmented with a line buffer to avoid needless
memory accesses. The banks are block interleaved and the target block needs
to be calculated when a load instruction requests data. This systems allows
for a more uniform distribution of memory in a single level at the cost of
the cache bank address calculation. This configuration is aimed to increase
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the fetch bandwidth via a single fetch from each cache bank at the cost of a
slightly higher hit time via the SMT design’s ability to fill small time gaps
with useful instructions from other threads. It was later suggested that a
Store Buffer (STB) be added to a multi-banked data cache[55]. The goal
of the additional STB is to speculatively forward data from non-committed
stores to loads at the same latency of a single cache bank. It is proposed
that a 2 level STB be implemented where STB1 specializes in speculative
data forwarding, while a centralized STB2 specializes in enforcing memory
ordering (double checking work done by STB1). STB1 is updated only when
a store instruction arrives at the execute stage and entries are evicted early
to minimize the number of entries in the smaller buffer. STB2 adds an entry
in program order as they are fetched/decoded and evicts entries at commit.
A non-forwarding store predictor is used to bypass the STB1 entry allocation
when a store’s data will not need forwarding. This became especially useful
when multiple banks contain replicated cache lines.

Other than power consumption, caches must also be concerned with co-
herency due to multi-threaded programming and data sharing. Two com-
mon 5 state protocols exist: MOESI[50] and DRAGON[51]. While each
policy maintains the same states per cache line, the difference is in the ac-
tions taken at different states. Both protocols maintain (1) Exclusive owned
[Modified], (2) Sharable Owned [Owned], (3) Exclusive un-owned [Exclusive],
(4) Sharable un-owned [Sharable], and (5) Invalid states. Owned items are
those that have been modified and may be inconsistent with main memory.
In the case of the MOESI protocol, Modified and Owned states are “inter-
vening” states, meaning they are responsible for the data and that no other
module reads incorrect data from main memory. It does that by snooping
the reads and intercepting the reads that are directed at cache lines that it is
responsible for. DRAGON protocol maintains that if data is known to exist
in another cache, the cache writing is suppose to broadcast the write so that
data consistency is maintained.

Network on Chip (NoC) based Multiprocessor System-on-Chip (MPSoC)
snooping protocols are not feasible since messages can be routed in one of
many paths in the network topology. By making access to the global cache
more centralized via a directory based coherency, [59] managed to achieve
tolerable (at small cache sizes) and negligible performance degradation (at
larger cache sizes) when compared to non-networked multiprocessor layouts.
The directory based approach retains information such as a list of processors
where a block is cached along with its status (clean or dirty). The reason
that performance degradation is visible is the need for additional 20% in
storage space for such meta data and the creation of a bottleneck for memory
operations.
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Another concept suggested for handling such coherency was transactional
memory[46]. Transactional memory replaces the traditional locking transac-
tion with a transactional load of a memory location, a validate instruction to
ensure that the values read are consistent, a store instruction to modify the
location, and a commit instruction to make the changes permanent. Each
processor retains both a transactional and non transactional cache which
are mutually exclusive. Later, a hybrid version of the transactional memory
system was developed in [47]. This hybrid version allowed for adaptations
to allow many threads to access transactional caches by providing hardware
assistance but still retaining the option to create locks etc via software. This
option is critical if the system is stressed with too many threads using the
hardware features. In both schemes, check pointing must be done at the
start of a transaction in case of an abort. Neither scheme bypasses cache
coherence protocols, which need to run at the end of transactions to ensure
that the data updated by one thread is visible on another.

A similar approach is taken by [49] for a hybrid transactional memory.
The addition of an ownership record (orec) is used to help synchronize the
hardware and software approaches. The orec is used to maintain information
about cache lines used by transactions. Each transaction writing to a line
will generate an orec entry and become the owner of that line. Reading a line
with no orec entry is allowed and will create a new entry with the transaction
ID. Reading a line that already has been read by another transaction is also
allowed but requires an increment of a counter as well as a sequential check of
the addresses read to ensure that no conflicts occur. Hardware transactions
can now simply check the orec with added library functions.

In one work[56], memory sharing was divided between two categories:
migratory and other. In migratory data sharing, one process reads/writes
data and then another process reads/writes the same data location. Since
migratory data is common, a sub-protocol (migrate-on-read-miss) for cache
coherency was developed to optimize the migratory pattern. Normally, if Pi

has data A and Pj has a read miss on data A, then A is copied to Pj and
Pi’s state becomes read-only. If Pj then writes to the block it is necessary to
invalidate the copy in Pi’s cache. Alternatively, under the migrate-on-read-
miss policy, Pi’s copy would have been invalidated at the same time as it was
copied over to Pj , thus saving a cache communication. When this protocol
is used selectively, it was found to be able to save a great deal of un-needed
communications between caches.

Scratch pad memory is often used as a temporary storage separate from
the main memory, thus avoiding coherency problems and other storage shar-
ing errors that may arise in multi-core designs. Since it is not a part of the
main memory hierarchy, scratch pad memory management is left to the pro-
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grammer. It is the programmer’s responsibility to ensure that the right data
is placed in the scratch pad memory, as well as no overflow occurs.

Once it is established that scratch pad memory is advantageous, a process
must have an efficient method for allocating space in said memory region.
[48] provides a multi-grain allocation approach for said scratch pad memory.
First, the allocation is divided into two categories: small and large block
allocation. In large block allocation, a bitmap of blocks is used to determine
if a given block is available. Only contiguous blocks can be allocated for data
spanning multiple blocks. Small block allocation uses a group of linked lists.
Each list contains the free blocks of a given size, and each node is contained
within the free block it represents. When a small block request is made,
the size is rounded up to the nearest power of 2 and the appropriate list
is searched. If no entry was found, large block allocation occurs, the small
block is used, and the remaining space allocated between the small block
linked lists. Atomic instructions for allocation and deallocation were needed
for multi-core applications.

While above methods do address transactions made by multiple threads
to the same data, they have yet to address communication between threads.
Currently for one thread to write into another’s address space it must first
copy the data into share memory space, after which the second thread must
copy said data into its own address space. SMARTMAP[52] is an alter-
ation to an operating system called Catamount using simple memory alloca-
tions such that global variables will be located in the same virtual address.
SMARTMAP then allows for direct writes into another process’ address space
thus skipping the double copy.

Other thread communications occur via message passing where one thread
(the producer) will generate a message for another (the consumer). Hardware
assisted message passing is described well in [53], where a separate network
cache is used. In this work, every message is 1 cache line long and utilizes 3
different IDs: message ID, network tag, and process tag. In the case of late
binding, the consumer will search for the message via its message ID and
network tag. Alternatively, in the case of early binding, the consumer’s read
reached the cache before the producer’s write; in this case, the cache line can
be allocated early and be ready for reading as soon as the producer writes
to it. The standard load and store instructions now target both the network
and data cache, where as the newly added network load and network store
instructions are used to access the network cache only. Finally, the remap
message id new process tag instruction will remap the cache line identified
with the message ID to the new process tag thus switching the address space
the data is effectively in.

The network cache is composed of 3 components. The first is the network
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section. This section contains the actual message payload indexed by the
network tag. The second section is the message section and is simply a table
of pointers to the payloads that is indexed by the message ID. The final
section is the process section which, like the message section, is a table of
pointers that is indexed by the process address.

Hardware modifications aid in reducing a single or hand full of bottle
necks until eventually they again become the target of research. An alter-
native to hardware modification is proposed in [62]: attacking the problem
at the software design. The argument is made that if memory systems were
simple and provided more feedback, bottle neck causing code could be op-
timized and perhaps even eliminated. Several benchmarks which had good
parallel efficiency on 16 processors but experienced poor performance at 64
processors were selected for the experiment. By eliminating communication
hot-spots or false sharing, they were able to outperform hardware assisted
methods such as Remote Address Cache (RAC). This approach is obviously
non-backwards compatible and supports simple hardware design while off-
setting some work to the software designers.

5 Processing-In-Memory

One approach attempts to address the memory-processor speed gap by mov-
ing computation from a highly aggressive processor into simpler cores em-
bedded in memory. Since a significant amount of simple computation is done
on large data arrays, PIMs provide a method to execute these computations
without bringing this data into local registers. In Table 2 we find a sim-
ple loop iterating through and modifying an array of size integers. For this
computation to take place in a conventional processor, each element of the
array will be loaded into register t4 (instruction 6), modified (instruction 7),
then stored back into memory (instruction 8). A PIM design would greatly
simplify the process and save instructions. The new code would simply send
an add instruction to operate directly on memory location found in register
t5. This new operation would account for a single memory access, replacing
both the load and store (instructions 6 and 8). Unlike common memory op-
erations, this new PIM instruction does not need to return any data back to
the processor, thus allowing execution to continue execution even if a cache
miss occurs in the highest level of cache.

In these PIMs (Processor-In-Memory) high row bandwidth of the cache
is augmented with relatively low latency computation to produce 4x perfor-
mance for little less than 2x the area of conventional memory [64]. Initial
analysis in [65] shows that using row buffers should allow for 50 Gbit/s band-
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for (i=0; i < size; ++i)
array[i] = array[i]+i
// Assume t0 has address of array
// Assume t1 has size
0 ldi t2 0 t2:i = 0
1 <start loop>

2 sub t3 t1 t2 t3 = size - i
3 ble t3 <end loop> if t3 ≤ 0 end loop
4 shiftl t4 t2 2 t4 = t2:i << 2 = i*4
5 add t5 t4 t0 t5 = t4 + t0 = address of array[i]
6 ld t4 t5 t4 = array[i]
7 add t4 t4 t2 t4 = t4 + t2:i
8 st t4 t5 array[i] = t4
9 addi t2 t2 1 ++i

10 jmp <start loop> jump to test condition
11 <end loop>

Table 2: Code example of a simple loop accessing and modifying an array.

width; or when partitioned into independent banks, a proportional band-
width is achievable nearing 1 Tbit/s. Specifically, regions of core that exhibit
low temporal locality greatly benefit from the PIM design since there is no
need to bring such data into the registers of a host processor. In [70] Sun
Micro-systems compared a 5-stage RISC PIM running at 200 MHz to having
a comparable performance to a DEC Alpha 21164 running at 300 MHz, with
less than one tenth the silicon area.

Earlier work in PIM technology can be found in [68] and [69]. [68] claims
that current massively parallel processors (MPPs) derived from the tradi-
tional von Neumann design, separating computation and memory, do not
yet employ well refined software support, making them awkward and per-
forming only at a fraction of their true potential. Their research goal was to
build a petaflop machine using 4 Mb DRAM with 16 memory macros (8 on-
top of 8) called the EXECUBE. Each chip implements 8 full PEs, each with
its own 64KB memory, 16 bit CPU, and inter PE DMA link support logic.
Similarly, [69] previously used a Spacstation-2 in which 8 megabytes of ad-
dress space consists of PIM memory holding 32K single-bit ALUs. They also
designed and implemented a high-level parallel language, called data-parallel
bit C (dbC) and demonstrated that applications using dbC on PIM memory
run at the speed of multiple Cray-YMP processors; thus, delivering super-
computer performance for a small fraction of the cost. A second project was
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done in conjunction with Cray Computers to incorporate the PIM design into
two octants of Cray-3 memory. The system can accommodate up to eight
PIM array units, with 4k processors per array unit, giving a maximum con-
figuration of 32,768 PIM processors. Conventional sequential instructions are
executed by the Sparc, while operations on data parallel operands are con-
veyed as memory writes through the Terasys interface board to PIM memory
for the single bit ALUs to perform the operations at the specified row address
across all columns of the memory. The PIM chip is composed of 2k rows of
64 bits augmented with 64 single-bit processors, plus control and error detec-
tion circuitry. The processor itself is a bit-serial processor that accesses and
processes bits to/from a 2-Kbit column of attached memory. This processor
is divided into an upper and lower half, where the upper half performs the
computations on the data, while the lower half performs routing and mask-
ing operations. An instruction written to the PIM array is actually a 12 bit
address in a 4k entry table of horizontal microcode, which it generates on
a per-program basis and is the instruction sent from the Terasys interface
board to the PIM array units. This design incorporates three communica-
tion networks. (1) Global OR, which combines signals from all processors
and returns a single bit result to the host. (2) Partitioned OR, which is
capable of many-to-one or one-to-many communications among groups of
processors via partitioning of the 32k processors into 2 processor partitions
and increasing in powers of 2 until 32k is reached. An or tree is then formed
and hardware networks are then implemented on the 64, 128, 256, and 512
processor levels, while others are implemented in software. (3) The Parallel
Prefix network consists of 15 levels, set by the programmer. It can be used
for nearest-neighbor communication and for linear scan operations. At level
0, the PPN is a 1D communication path transferring data among processors;
at higher levels i, processor j can send data to 2i neighbors where j is a
multiple of 2i.

The Data-IntensiVe Architecture (DIVA) chip [67] was designed and printed
as a fully functional host/PIM. DIVA increases memory bandwidth by per-
forming selected computation in memory (reducing the quantity of data
transfers) and providing communication mechanisms called parcels for mov-
ing data and computation throughout memory. At first DIVA was focused
on three aspects: the memory interface to the host processor, the 256-bit
wide data-paths, and the address translation unit. Addressing memory in
PIMs appears to be difficult, in DIVA addresses come from the host as vir-
tual addresses and require a translation to a physical address. To bypass a
complex table lookup, addresses are broken down into 3 categories: (1) global
memory visible to the host and PIM nodes, (2) dumb memory allocated as
conventional pages in a host applications’ virtual space and untouched by
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PIM node processing, and (3) local memory used exclusively by PIM node
routines. The PIM must also serve the host as a conventional SDRAM,
meaning it must be responsive at a consistent rate, meaning that if the PIM
is servicing an internal read it must still serve the host within a deadline. To
achieve this, the PIM clock runs at twice or more the rate of the SDRAM
bus, making the arbitration cycle negligible. DIVA also implements a wide
word unit called At-the-Sense-Amps Processor (ASAP) to exploit parallelism
and further increase processor-memory bandwidth [66]. The wide word unit
supports a rich set of operations such as rearrangement of data within a wide
word operand, transfers between wide word and scalar registers, and packing
and unpacking operations. Communication in the DIVA processors is done
via parcels containing operations and the data in four fields: pid (the process
that issued the parcel), object (the virtual address of the primary object the
parcel will modify or access, used for routing), command (an integer encoding
the action to be performed, which may refer to a compiled function stored
on the PIM), and arguments (specified as virtual addresses). A single packet
consists of a header and 256 bits of payload and optional sequence numbers
used when specific ordering is required. Since data can be cached in the
host processor and be located in a PIM coherence needs to be kept, in the
DIVA case, they choose to flush PIM-accessible data or keep it un-cached.
The alternative approach is for each PIM to track ownership of individual
cache lines and request write-backs from the CPU caches as necessary. Over
8 benchmarks, a single PIM allowed for a 3.3x speedup in the DIVA system
[67].

6 Simulation

Attempting to schedule all the different combinations of applications, timing,
and core assignment is nearly impossible within any reasonable simulation
time. To bypass the long simulation time, [35] uses the static instructions
to create a set of data structures designed to aid a dynamic execution in
selecting the thread-to-core matching. To do this, long basic blocks were
augmented with the normalized count of arithmetic, memory, and other op-
erations. Similar blocks were then predicted to behave dynamically the same
thus allowing the simulation to bypass predictive assignment of such basic
blocks, reducing the simulation size needed for static analysis. The simu-
lation was then run under M5 with three 1GHz cores and a single 2GHz
core.
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7 The Intel R© Core
TM

i7

Intel’s R© Core
TM

i7 processor [71] is a perfect example of a multi-core SMT
machine. This processor supports 4 cores (2.66-3.33 GHz) along with hyper-
threading, allowing for up to 2 threads to execute simultaniously on each core.
To support this structure, a specialized “Smart Cache” was designed to sup-
port both a muli-threaded execution environment as well as high bandwidth
memory demands. The Smart Cache no longer uses a shared L3 cache; but
instead, shares a large 8 MB L2 cache. This allows for better utilization of
physical memory when one application requires more resources than another;
where as in shared L3 designs, the private L2 of another processor would be
unreachable to the memory bound process. The new cache also provides
more aggressive prefetching to provide lower latency and higher bandwidth.
This is done via “memory disambiguation”, which provides execution cores
with a built-in intelligence to prefetch for instructions that are about to exe-
cute before all previous stores are executed. The Smart Cache also provides
instruction pointer based prefetching, which grabs memory contents based
on which instructions are in flight to maximize low level cache hit rates.

7.1 Memory Disambiguation

Old out-of-order memory execution would allow for a ready read instruction
to execute before a write instruction if they did not access the same memory
address. Unfortunately, if the write instruction has yet to compute its target
address, the load cannot execute out-of-order even if they did not access the
same address. Memory disambiguation is a speculative process involving a
predictor and accompanying algorithms to eliminate false dependencies that
would normally block a load instruction.

The predictor is based on a hash table of saturating counters that is
indexed with the load’s Instruction Pointer (IP). Two writes are made into
the hash table at a load’s retirement. (1) Increment the entry indexed by
the IP if the load met unknown store addresses, but none of them collided.
(2) Reset the entry to zero if the load collided with at least one older store
that was dispatched by the Reservation Station (RS) after the load. The
predictor is looked up when a load instruction is dispatched from the RS. If
the counter is above a given threshold, the load is assumed safe, is allowed to
execute speculatively, and is written to a disambiguation allowed bit in the
load buffer. If the load finds an older store with an unknown address, it will
set its update bit, indicating the load should update the predictor on commit.
To recover from a misprediction, the address of all the store operations in the
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Memory Order Buffer must be compared with the address of all the loads
that are younger than the store. If such a match is found, the respective
reset bit is set. When a disambiguated load retires and its reset bit is set,
we must restart the pipe from that load to attain the correct value.

To safe guard the success of Memory Disambiguation, Intel R© put in place
a watchdog mechanism that monitors the success rate of the disambiguation
process. If at any point the process drops below a given success rate, the
mechanism is disabled.

7.2 Instruction Pointer-Based Prefetcher

The Intel R© Core
TM

architecture includes in each core 2 prefetchers to the
L1 data cache, 4 prefetchers to the L1, and 2 prefetchers associated with the
L2 shared cache. The IP prefetcher is designed to bring data into the L1
data cache from the shared L2 cache using the history of each load using the
IP of the load.

For each load with an IP, the prefetcher maintains a history entry in a
256 entry Prefetch History Table (PHT). Each entry in the PHT consists of:

• 12 untranslated bits of the last accessed address

• 13 bits of last stride data (12 bits of data, 1 bit for the direction)

• 2 bits of history state machine

• 6 bits of last prefetched address (to avoid redundant prefetch requests).

Based on the history, the prefetcher tries to predict the address of the next
load according to a constant stride calculation. This works particularly well
for regular sequential memory accesses in loops, i.e. An −An−1 = Constant.
A prefetch request is issued to the L1 cache. A hit in the L1 cache or Fill
Buffer causes the prefetch to be dropped; while a miss will propagate to the
L2 cache or memory as a read, bringing the data to the L1 data cache.

To minimize side effects of a prefetch, such as over stressing the memory
system, several guards are placed. First, a prefetch request is placed in a
First In/First Out (FIFO) buffer where it waits for “favorable conditions”
to issue. The request then moves to the store port of the cache unit and is
removed from the FIFO only when the buffers used for memory traffic have a
minimum threshold of un-used entries and the cache unit was able to accept
the request.

Like memory disambiguation, a prefetch watchdog is placed to ensure
that prefetching does not overload the memory traffic. In cases where certain
thresholds are exceeded, the prefetchers are either stalled or throttled down.
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8 Proposed Multi-core Area of Study

In Section 2.4 it was shown that even with a small, 10 cycle context switch,
modern SMT cores are able to out-perform a single threaded core attempt-
ing to run multiple threads. Further, it has been demonstrated that multiple
smaller cores will outperform a few SMT cores when a large number of execut-
ing threads is present. The above statements combined with current trends
of increasing thread counts and decreasing transistor size provide strong ar-
guments to support both multi-core and SMT designs. Further powering
such designs are accelerator cores, CGRAs, scratch pad memory, and PIM
designs seen in more embedded and application specific markets (the PS3
Cell processor).

It appears that, in multi-threaded applications, a powerful limiting factor
is still the synchronization of shared memory as well as the communication
process between threads. While some research has begun to address these
new demands by adding hardware assisted transactions and message passing,
it appears that this field of inter-thread communication still has plenty of
room to grow. Further deficiencies in memory are apparent within a thread.
Processing power and ILP have reached blinding fast thresholds and, along
with speculation, account for more pressing memory traffic. As penalties for
cache misses become more severe, more aggressive and power hungry pre-
fetching algorithm/hardware are developed to save both processing cycles
and in some cases power lost to long stalls.

It is my plan to continue research in multi-core architecture and mem-
ory systems, specifically with the goal of bridging the memory to processor
speed gap. I believe this can be done by studying access and use patterns
of currently natural memory segmentations and applying horizontal splitting
of memory along with specialized accessor helpers. This horizontal approach
will be building on top of the Region Caching concept with the direction of
multi-core and multi-threaded execution.
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